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PROFESSIONAL SUMMARY
	Data Engineer with 2+ years of hands-on experience designing, building, and maintaining scalable ETL/ELT pipelines, data lake architectures, and cloud-based data integration solutions across AWS and Azure. 12x certified across AWS, Azure, GCP, and Databricks, including AWS Certified Data Engineer and Databricks Associate Data Engineer. MSc Data Science (Distinction), Teesside University. Proven track record of delivering measurable impact, eliminating 20 hours of manual processing per week, reducing infrastructure costs by 15%, and improving query performance by 30%. Strong Python, SQL, and Apache Spark skills with experience across the full data engineering lifecycle in Agile environments.

CORE SKILLS
Data Engineering: ETL/ELT pipelines, data lakes, data warehousing, data transformation, data modelling, batch and streaming processing, lakehouse architecture
Programming: Python, PySpark, SQL, Spark SQL, Apache Spark, Apache Kafka
Cloud & Tools: AWS Glue, AWS Lambda, Amazon S3, Amazon Redshift, Amazon Athena, Amazon Kinesis, AWS Step Functions, Azure Data Factory, Azure Synapse Analytics, Azure Databricks, Microsoft Fabric, Snowflake, Delta Lake, dbt, Apache Airflow, Apache Hive
Version Control & CI/CD: Git, GitHub, CI/CD pipelines, Agile delivery
Data Quality: Data validation automation, data profiling, data governance, TDD, peer review
Analytics & BI: Power BI, Amazon QuickSight
Monitoring: CloudWatch, pipeline monitoring, alerting
Soft Skills: Problem-Solving, Critical Thinking, Stakeholder Communication, Mentoring, Collaboration, Insight Generation, Requirements Gathering, Technical Documentation, Peer Review & Quality Assurance



WORK EXPERIENCE
	Reliance Infosystems
Data Engineer / Mar 2021 – Jul 2022
· Designed, built, and maintained cloud-based ETL/ELT pipelines using AWS Glue, Lambda, and Azure Data Factory, delivering scalable and reliable data integration solutions across the full development lifecycle.
· Developed and maintained data transformation processes and modelling structures, improving data consistency and discoverability across large datasets.
· Automated data validation, profiling, and cleansing workflows, reducing manual intervention by 20 hours per week and strengthening data quality governance.
· Led a cloud migration project achieving a 15% reduction in infrastructure costs while improving security and architectural standards.
· Led peer code reviews and pipeline design reviews, maintaining high standards of quality and adherence to technical principles within an Agile delivery environment.
· Collaborated with analysts, business stakeholders, and technical teams to ensure data solutions met user requirements and aligned to organisational goals.
· Contributed to continuous improvement by identifying automation opportunities and modernising architecture patterns.


	Reliance Infosystems
Data Engineer Intern / Aug 2020 – Feb 2021
· Built and optimised big-data pipelines in Azure Databricks, improving model performance and enabling more accurate customer segmentation with a 25% improvement in accuracy.
· Improved SQL query logic and efficiency, reducing execution times by 30% and improving reporting responsiveness across analytics teams.
· Supported data ingestion and modelling tasks, ensuring accuracy and consistency across datasets

Think Pacific
Data Science Intern / Sep 2023 – Dec 2023
· Developed Python-based data preprocessing pipelines, reducing missing data issues by 30% and improving downstream modelling outcomes.
· Created operational dashboards in Power BI, enabling evidence-based decision-making across teams.
· Collaborated with cross-functional stakeholders to interpret analytical outcomes and improve data visibility.




TECHNICAL PROJECTS
	AWS Data Pipeline for YouTube Analytics | Link
· Designed and implemented a fully serverless ETL pipeline on AWS to ingest, transform, and analyse YouTube trending data, delivering insights via QuickSight dashboards.
· Stack: AWS Glue, AWS Lambda, Amazon S3, Amazon Athena, Amazon QuickSight

	Kafka Real-Time Stock Market Pipeline | Link
· Built an end-to-end real-time data pipeline processing live stock market feeds using Apache Kafka on AWS EC2, with data flowing through S3, catalogued by Glue, and queried via Athena.
· Stack: Apache Kafka, AWS EC2, Amazon S3, AWS Glue, Amazon Athena, Python

	Olympic Data Analytics: Azure End-to-End Pipeline | Link
· Built a complete Azure data engineering pipeline ingesting, transforming, and analysing Olympic Games data using ADF, Databricks, and Synapse Analytics.
· Stack: Azure Data Factory, Azure Data Lake Gen2, Azure Databricks, Azure Synapse Analytics, Power BI



EDUCATION
	Teesside University Middlesbrough, United Kingdom | 2024
MSc Data Science (Distinction)
Dissertation: Empowering Market Forecasting and Investment Decisions with Advanced Sentiment Analysis Techniques
Obafemi Awolowo University | 2017
BSc Mathematics



CERTIFICATIONS
· AWS Certified Data Engineer Associate
· AWS Certified Solutions Architect Associate
· AWS Certified Cloud Practitioner
· Microsoft AZ-104: Azure Administrator Associate
· Microsoft AZ-305: Azure Solutions Architect Expert
· Microsoft DP-700: Fabric Data Engineer Associate
· Microsoft DP-900: Azure Data Fundamentals
· Microsoft AI-900: Azure AI Fundamentals
· Microsoft AZ-900: Azure Fundamentals
· Databricks Certified Associate Data Engineer
· Google Cloud Associate Solutions Architect
· Google IT Support Specialisation



